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Motion control?
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“the brain evolved, not to think or feel, 
but to control movement”

Prof. Daniel Wolpert, Neuroscientist, Cambridge



Motion control in robotics
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Motion control in robotics - state of the art
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Why don’t we have robots cleaning our 
houses? Helping our workers? Saving lives?



Cleaning our house?

11



Helping workers?
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Saving lives?
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e complexity of the environment is the 
biggest challenge to ubiquitous robots.

Why don’t we have robots cleaning our 
houses? Helping our workers? Saving lives?



Classical control v.s. control for robotics
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PlantController u y
Classical control 
framework:
model of plant is 
known or can be 
identified

reference

Robotics:
model of robot 
known, model of 
environment is 
unknown and 
extremely complex

RobotController u

Environment

y
reference

???

???



A model for robotics
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inputs

deliberative

reactive

...

abstraction

outputs

...

refinement

abstraction/refinement & learning!



State of the art (reductionism)
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Path planner

SLAM

Finite state machines

Face recognition

Dynamic control

Reinforcement learning



A model for robotics
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Learning how to walk



Learning how to walk
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Learning how to walk
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Camera

abstraction

Walking gait

refinementFinite State Machine

Blob detector Controller
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Walking in different ways



Legged locomotion
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trary. Most performances fall in ithe
left, middle, or lower parts of the area
shown. Variation for individual ani-
mals is normal.
The manner of walking used by

horpes is also used by cattle and some
other animals. Plots for smaller cursors
fall higher on the graph; plots for
noncursors fall lower.
The remaining four-beat gaits are

artjficial, although paso and walking
horses have come to perform their

special gaits with minimum training.
The range of individual variation in
the second figure of the gait formula is
greater for these gaits than for any
others: up to 15 points for seven plots
of a champion paso horse and up to
nine points for 12 plots of a fine five-
gaited horse. The areas assigned to the
artificial gaits on Fig. 5 will be some-
what modified when additional data
become available. These are the
smoothest of gaits to ride. At moderate

and fast walking speeds they have been
considered ideal by plantation owners
wishing to ride quickly and comfor-
tably; hence the term "plantation gait."
The Peruvian Paso Horse is only

now becoming known in North Ameri-
ca. It is a small horse with deep
chest, slender legs, flexible joints, and
a tractable disposition. The paso horse
uses the flat walk, trot, canter, and
paso gait. The paso may be done
slowly or fast: some owners dis-

Pig. 6. In the background is shown the area of the basic graph within which fall nearly all gait formulas for symmetrical gaits of
horses. Twenty specific formulas are located (small circles), and around each is drawn a silhouette of the horse moving as
represented by the formula. In every sketch the left hind foot has just touched the ground.
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hour and 4 miles at 23.6 miles per
hour. My data suggest (but are in-
sufficient to establish) that pacers tend
to keep each foot on the ground for
a slightly larger fraction of the stride
interval than do trotters at the same
rate of travel. The pacer has the ad-
vantage that it cannot strike a fore-
foot with a hind hoof-a fault which
most trotters experience sooner or
later.
Few animals pace. Members of the

camel family use the slow running pace
and perhaps also the moderate run-
ning pace. An occasional dog uses
the fast walking and slow running
pace. Most horses must be trained to
pace, but foals of pacers sometimes
adopt the gait without training. Pacers
,are prevented or discouraged from
trotting. It is not known if ancestral
wild horses paced. The gait has prob-
ably always been restricted to cursorial
mammals having long legs and occa-
sion to sustain a slowv run.

Horses may dca the fast walking
pace while slowing from the running
pace to the normal walk, or while
being led a little too fast for the walk.
However, horses rarely use gaits for
which the first parameter of the gait
formula is more than 45 and the sec-
ond less than 20; my single record
(sketch 2, Fig. 6) shows a ranch horse.
Walking gaits related to the pace fall
on the graph where the geometric pat-
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tern of support sequences is complex
-particularly if the gaits are done with
animation. Sequences 5, 10, 11, 12
(Fig. 3), and any of 10 others are at
least theoretically possible. No com-
mon name is assigned to these gaits;
"amble," "stepping pace," and "pac-
ing walk" have been used, but they have
also been applied to other gaits.

Animals that use walking lateral-
sequence, lateral-couplets gaits are the
elite cursors (many canids, large cats,
slender antelopes), the natural pacers
(camels), and the giraffe. All animals
avoid the slow and very slow walking
pace and the very slow lateral-se-
quence, lateral-couplets walk because,
unlike the very slow gaits actually used
(Fig. 4), these gaits have periods of
support by the two legs on the same
side of the body-an unstable combi-
nation at slow rates of travel.

Walk, Running Walk, and
Related Gaits

Across the center of Fig. 5 is a
jumble of related gaits which, with
their synonyms, are often described in
confusing terms. They have in com-
mon a sequence of footfalls (left hind,
left fore, right hind, right fore) and
about equal spacing of footfalls in time
(but with some tendency to diagonal
couplets). Hence these gaits are collec-
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tively called four-beat gaits. I use
"single-foot" as the noun. Only the
slowest of these gaits, the walk, is
natural to the species. The walk of
show horses may be called "flat walk"
to distinguish it from other four-beat
gaits performed by the same animals.

I have 27 gait formulas for the
walk. Horse 6 (Fig. 6) is a Belgian
walking at 1.8 miles (2.9 km) per hour;
horses 7 and 11 are Quarter Horses
walking 3.5 and 3.1 miles per hour.
From 0.6 to 1.0 stride is commonly
completed per second. The duration of
contacts made with the ground by fore-
feet is usually about equal to the du-
ration of contacts by hind feet (the
range of 19 records was 95 to 104
percent), but may be less (± 92 per-
cent) for show horses.
The principal support sequence for

the walk is No. 5 (Fig. 3). Sequences
6 and 7 may be used 'momentarily
when the second parameter of the gait
formula is relatively large. When the
first parameter is relatively large, se-
quence 8 and five others might be
identified.
The extreme variation of the second

parameter of gait formulas for the
walk (vertical range, Fig. 5) results
from the fact that the walk may merge
into the trot, pace, and artificial gaits.
The right-hand and upper boundaries
of the area assigned to the walk on
Fig. 5 are, therefore, somewhat arbi-

60 50 40 30 20
interval that each hind foot is on the ground

Fig. 4 (left). One hundred sixty-two gait formulas for horses fall within the area indicated by a dotted margin; 833 formulas
for other animals belonging to 158 genera fall within the area indicated by the solid margin. Thirteen peripheral plots (including
five for horses) are shown. Fig. S (right). A portion of the basic graph on which is shown the relation between the principal
named symmetrical gaits of horses, and their relation to the parameters of gait formulas. (Gaits for which formulas would fall
within the dotted areas are unusual and have no common names.)
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 Symmetrical Gaits of Horses, Hildebrand, 1965

gait |gāt|
noun
a person's manner of  walking : the easy gait of  an athlete.



Synchronization of cycles
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Modeling legged locomotion
Introduction

a) Traditional approach: Central pattern generators (CPG’s)
b) New approach: synchronized two-event circuits

S

1
S

1⇥

Lopes, Kersbergen, van den Boom, De Schutter, Babuška 13 | 32

Abstract phase , central pattern generators (CPG’s)



tC1 = tA1 + ⌧AC

tC2 = tB2 + ⌧BC

tD2 = max(tC1 , tC2 ) + ⌧CD

⌧CD

⌧AC

⌧BC

tA1

tC1

tB2 tC2 tD2

e Dutch railroad system
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Algebras
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(R, +,⇥, 0, 1)

Linear algebra:

⇥

addition:

multiplication:

identity element:

absorbing element:

+

1

0

(R
max

,max, +,�1, 0)

Max-Plus algebra:

�1

max“addition”:

“multiplication”:

identity element:

absorbing element:

+

0



⌧� is the double stance time
⌧f

⌧g
li(k)ti(k)

Modeling of legged locomotion

27

ti(k) is the touchdown time for leg i at the event iteration k

li(k) is the li⌅o⇤ time for leg i at the event iteration k

�f is the �ight time (swing)

�g is the ground time (stance)

⇥

tj(k) = lj(k) + �f

lj(k) = tj(k � 1) + �glj(k) = max( tj(k � 1) + �g , ti(k) + �� )

ti(k) = li(k) + �f = �f ⌦ li(k)

li(k) = ti(k � 1) + �g = �g ⌦ ti(k � 1)

16 Legged locomotion using max-plus linear systems

Figure 3-1: Periodic motion of a foot during locomotion and its abstract phase representation.

to generate periodic foot trajectories of constant angular velocity. By comparing the
phase of the oscillators and using a controller to force a phase di!erence between them
a locomotion pattern or gait is created. A gait is a cyclic motion pattern that produces
the locomotion.

Consider the mapped circular motions for legs i, for i ! {1, . . . , n}, that are traversed
with a constant velocity !i . This is denoted by

"̇i = !i, for i ! {1, . . . , n},

where n is the number of legs.

These legs can then be coupled by a function fi("1, . . . ,"n). This results in the following
notation for "i

"̇i = !i + fi("1, . . . ,"n), for i ! {1, . . . , n}, (3-1)

The function fi works as feedback, returning the phase di!erence to its desired value.
The trajectory that the legs now follow is called a limit cycle and the function fi is
used to make the limit cycle stable.

As an example, consider two legs that should have a 180! phase di!erence and have
the same velocity (!1 = !2). This could then be forced by the following equations:

"̇1 = !1 + w " sin("1 # "2) (3-2)

"̇2 = !1 + w " sin("2 # "1) (3-3)

where w ! R+ is a weight that has to be determined based on the highest acceptable
deviation from the set phase di!erence.

B Kersbergen Master of Science Thesis



x(k) = A⌦ x(k � 1)

Modeling of legged locomotion

28

i

ii

iii

iv

a) pacing b) trotting c) walking

!p
l1(k+1) t1(k+1)

l2(k) t2(k) l2(k+1)

t3(k) l3(k+1) t3(k+1)

l4(k) t4(k) l4(k+1)

t2(k+1)

t4(k+1)

!t !f !g !w

time

Fig. 2. Time evolution of gaits for a quadruped. The hatched boxes represent the leg stance, and the solid thick lines represent the lift off events li(k+1).
The arrows in a) represent events that must occur for each lift off and touchdown events to happen.

Following the notation in Figure 2.a) one obtains the timed
event equations for the pacing gait:

t1(k+1) = l1(k+1) + !f

l1(k+1) = max (t1(k)+!g, t2(k)+!p, t4(k)+!p)

t2(k+1) = l2(k+1) + !f

l2(k+1) = max (t2(k)+!g, t1(k+1)+!p, t3(k+1)+!p)

t3(k+1) = l3(k+1) + !f

l3(k+1) = max (t3(k)+!g, t2(k)+!p, t4(k)+!p)

t4(k+1) = l4(k+1) + !f

l4(k+1) = max (t4(k)+!g, t1(k+1)+!p, t3(k+1)+!p) .

The previous set of equations can be transformed into
the structure of equation (1) by recursive substitution. For
example, the update equation for t1 becomes:

t1(k+1) = l1(k+1) + !f

= max (t1(k)+!g, t2(k)+!p, t4(k)+!p) + !f

= max (t1(k)+!g+!f , t2(k)+!p+!f , t4(k)+!p+!f )

Following the same recursive process for the other variables,
and defining the state variables x(k) ! R8

max by

x(k) = [t1(k) l1(k) · · · t4(k) l4(k)]T ,

one can find the max-plus-linear system matrix for the pacing
gait, that we denote Ap. For gait symmetry we assume that

!g > !f , and !p =
!g " !f

2
.

The extra parameters !fg = !f + !g and !pf = !p + !f are
introduced for compactness.

Ap =

!
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"

"
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" " !pf " !fg " !pf "
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!pf +!g " !g " !pf +!g " !g "
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Solving system (1) for the pacing gait Ap with all time events
initialized to zero, and with parameters !g = 3s and !f = 1s,
results in the following leg scheduling:

k t1 l1 t2 l2 t3 l3 t4 l4
1 0 0 0 0 0 0 0 0
2 4 3 6 5 4 3 6 5
3 8 7 10 9 8 7 10 9
4 12 11 14 13 12 11 14 13
...

...
...

After a single iteration all the synchronization conditions are
met. See Appendix I for the system matrices of trotting and
walking gaits.

IV. TIMED EVENT GRAPHS

The theory of Petri nets [1] provides is an intuitive tool
for representing DES graphically: the Petri net graphs. It is
straightforward to generate walking gaits by evolving a Petri
net in time if: 1) each leg is modeled as a circuit with lift off
and touchdown transitions 2) synchronizations between legs
are implemented by firing conditions on the lift off transition.
Moreover, by carefully designing the Petri net one can take
advantage of the analysis and synthesis tools of max-plus
algebras. A subclass of timed Petri nets called event graphs

are formally equivalent to max-plus linear systems [3]. This
allows for the intuitive design of locomotion gaits by event
graphs with a direct translation to max-plus linear systems
and vice-versa.

Definition 2 ([4]): A timed Petri net G is characterized
by a set of places P , a set of transitions Q, a set of arcs D
from transitions to places and vice versa, an initial marking
M0, and a holding time vector T . If each place has exactly
one upstream and one downstream transition, then the timed
Petri net is called a timed event graph.

Figure 3 illustrates the timed event graph for the pacing
gait described in Figure 2. The construction of such a graph
goes as follows:

1) For each leg define a circuit with the two events:
touchdown Ti and lift off Li. Between the events add the
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!p
l1(k+1) t1(k+1)

l2(k) t2(k) l2(k+1)
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Fig. 2. Time evolution of gaits for a quadruped. The hatched boxes represent the leg stance, and the solid thick lines represent the lift off events li(k+1).
The arrows in a) represent events that must occur for each lift off and touchdown events to happen.

Following the notation in Figure 2.a) one obtains the timed
event equations for the pacing gait:

t1(k+1) = l1(k+1) + !f

l1(k+1) = max (t1(k)+!g, t2(k)+!p, t4(k)+!p)

t2(k+1) = l2(k+1) + !f

l2(k+1) = max (t2(k)+!g, t1(k+1)+!p, t3(k+1)+!p)

t3(k+1) = l3(k+1) + !f

l3(k+1) = max (t3(k)+!g, t2(k)+!p, t4(k)+!p)

t4(k+1) = l4(k+1) + !f

l4(k+1) = max (t4(k)+!g, t1(k+1)+!p, t3(k+1)+!p) .

The previous set of equations can be transformed into
the structure of equation (1) by recursive substitution. For
example, the update equation for t1 becomes:

t1(k+1) = l1(k+1) + !f

= max (t1(k)+!g, t2(k)+!p, t4(k)+!p) + !f

= max (t1(k)+!g+!f , t2(k)+!p+!f , t4(k)+!p+!f )

Following the same recursive process for the other variables,
and defining the state variables x(k) ! R8

max by

x(k) = [t1(k) l1(k) · · · t4(k) l4(k)]T ,

one can find the max-plus-linear system matrix for the pacing
gait, that we denote Ap. For gait symmetry we assume that

!g > !f , and !p =
!g " !f

2
.

The extra parameters !fg = !f + !g and !pf = !p + !f are
introduced for compactness.

Ap =
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Solving system (1) for the pacing gait Ap with all time events
initialized to zero, and with parameters !g = 3s and !f = 1s,
results in the following leg scheduling:

k t1 l1 t2 l2 t3 l3 t4 l4
1 0 0 0 0 0 0 0 0
2 4 3 6 5 4 3 6 5
3 8 7 10 9 8 7 10 9
4 12 11 14 13 12 11 14 13
...

...
...

After a single iteration all the synchronization conditions are
met. See Appendix I for the system matrices of trotting and
walking gaits.

IV. TIMED EVENT GRAPHS

The theory of Petri nets [1] provides is an intuitive tool
for representing DES graphically: the Petri net graphs. It is
straightforward to generate walking gaits by evolving a Petri
net in time if: 1) each leg is modeled as a circuit with lift off
and touchdown transitions 2) synchronizations between legs
are implemented by firing conditions on the lift off transition.
Moreover, by carefully designing the Petri net one can take
advantage of the analysis and synthesis tools of max-plus
algebras. A subclass of timed Petri nets called event graphs

are formally equivalent to max-plus linear systems [3]. This
allows for the intuitive design of locomotion gaits by event
graphs with a direct translation to max-plus linear systems
and vice-versa.

Definition 2 ([4]): A timed Petri net G is characterized
by a set of places P , a set of transitions Q, a set of arcs D
from transitions to places and vice versa, an initial marking
M0, and a holding time vector T . If each place has exactly
one upstream and one downstream transition, then the timed
Petri net is called a timed event graph.

Figure 3 illustrates the timed event graph for the pacing
gait described in Figure 2. The construction of such a graph
goes as follows:

1) For each leg define a circuit with the two events:
touchdown Ti and lift off Li. Between the events add the
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Fig. 2. Time evolution of gaits for a quadruped. The hatched boxes represent the leg stance, and the solid thick lines represent the lift off events li(k+1).
The arrows in a) represent events that must occur for each lift off and touchdown events to happen.

Following the notation in Figure 2.a) one obtains the timed
event equations for the pacing gait:

t1(k+1) = l1(k+1) + !f

l1(k+1) = max (t1(k)+!g, t2(k)+!p, t4(k)+!p)

t2(k+1) = l2(k+1) + !f

l2(k+1) = max (t2(k)+!g, t1(k+1)+!p, t3(k+1)+!p)

t3(k+1) = l3(k+1) + !f

l3(k+1) = max (t3(k)+!g, t2(k)+!p, t4(k)+!p)

t4(k+1) = l4(k+1) + !f

l4(k+1) = max (t4(k)+!g, t1(k+1)+!p, t3(k+1)+!p) .

The previous set of equations can be transformed into
the structure of equation (1) by recursive substitution. For
example, the update equation for t1 becomes:

t1(k+1) = l1(k+1) + !f

= max (t1(k)+!g, t2(k)+!p, t4(k)+!p) + !f

= max (t1(k)+!g+!f , t2(k)+!p+!f , t4(k)+!p+!f )

Following the same recursive process for the other variables,
and defining the state variables x(k) ! R8

max by

x(k) = [t1(k) l1(k) · · · t4(k) l4(k)]T ,

one can find the max-plus-linear system matrix for the pacing
gait, that we denote Ap. For gait symmetry we assume that

!g > !f , and !p =
!g " !f
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The extra parameters !fg = !f + !g and !pf = !p + !f are
introduced for compactness.
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Solving system (1) for the pacing gait Ap with all time events
initialized to zero, and with parameters !g = 3s and !f = 1s,
results in the following leg scheduling:

k t1 l1 t2 l2 t3 l3 t4 l4
1 0 0 0 0 0 0 0 0
2 4 3 6 5 4 3 6 5
3 8 7 10 9 8 7 10 9
4 12 11 14 13 12 11 14 13
...

...
...

After a single iteration all the synchronization conditions are
met. See Appendix I for the system matrices of trotting and
walking gaits.

IV. TIMED EVENT GRAPHS

The theory of Petri nets [1] provides is an intuitive tool
for representing DES graphically: the Petri net graphs. It is
straightforward to generate walking gaits by evolving a Petri
net in time if: 1) each leg is modeled as a circuit with lift off
and touchdown transitions 2) synchronizations between legs
are implemented by firing conditions on the lift off transition.
Moreover, by carefully designing the Petri net one can take
advantage of the analysis and synthesis tools of max-plus
algebras. A subclass of timed Petri nets called event graphs

are formally equivalent to max-plus linear systems [3]. This
allows for the intuitive design of locomotion gaits by event
graphs with a direct translation to max-plus linear systems
and vice-versa.

Definition 2 ([4]): A timed Petri net G is characterized
by a set of places P , a set of transitions Q, a set of arcs D
from transitions to places and vice versa, an initial marking
M0, and a holding time vector T . If each place has exactly
one upstream and one downstream transition, then the timed
Petri net is called a timed event graph.

Figure 3 illustrates the timed event graph for the pacing
gait described in Figure 2. The construction of such a graph
goes as follows:

1) For each leg define a circuit with the two events:
touchdown Ti and lift off Li. Between the events add the
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A model for legged locomotion
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inputs

...

abstraction

outputs

refinement

Encoders Tracking controller

Interpolator

Max-plus scheduler

Gait selection

...
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Learning motions



u = g(x)

Nonlinear model-based control paradigm
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ẋ = f(x, u)

V (x) � 0

V̇ (x) =
@V

@x

T

f(x, g(x))  0

V (x)Typically, look for a Lyapunov function           and a control function
                  such that: u = g(x)

Controller Plant



u = g(x)

Nonlinear model-based control paradigm
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ẋ = f(x, u)

Controller Plant

✓Use mathematical models
× In general it is very difficult to find closed form controllers



Reinforcement learning paradigm
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RL Controller Environment

Reward function

state

reward

action

rk = ⇢(xk, uk)Reward function

u = ⇡(xk)Policy (control law)

PDE’s [14]:

"
g?(x)FT (x)

gT (x)

#
rxHa

(x) = 0 (10)

with g?(x) 2 R(n�m)⇥n the full rank left-annihilator of
g(x), i.e. g?(x)g(x) = 0.

2.2 Damping Injection

Damping is injected by feeding back the (new) passive
output gT (x)rxHd

(x),

u
di

(x) = �K(x)gT (x)rxHd

(x) (11)

with K(x) 2 Rm⇥m,K(x) = KT (x) � 0 such that:

R
d

(x) = R(x) + g(x)K(x)gT (x) (12)

Hence, the full control law consists of an energy shaping
part and a damping injection part:

u(x) = u
es

(x) + u
di

(x)

= g†(x)F (x)rxHa

(x)

�K(x)gT (x)rxHd

(x) (13)

2.3 Control Saturation

In this paper, control saturation is incorporated in (13)
by setting:

u
sat

(x) = &(u(x)) (14)

with & : Rm ! S, S ⇢ Rm, a saturation function such
that:

&(u(x)) 2 S 8u (15)

Hence, the target dynamics will not be exactly equal to
(5) but:

ẋ =

(
[J(x)�R

d

(x)]rxHd

(x) if u
sat

(x) = u(x)

[J(x)�R(x)]rxH(x) + g(x)u
sat

(x) otherwise

(16)
We will show in Section 6.3 that it is possible to numer-
ically assess stability based on passivity for the regions
where (5) holds. Before presenting our main result, we
first introduce the second control paradigm used in this
paper: actor-critic reinforcement learning.

3 Actor-Critic Reinforcement Learning

In reinforcement learning, the system to be controlled
(called the ‘environment’ in the RL literature) is mod-
eled as a Markov decision process (MDP). In a de-
terministic setting this MDP is defined by the tuple

M(X,U, f, ⇢), where X is the state space, U the action
space and f : X ⇥ U ! X the state transition function
that describes the process to be controlled that returns
the state xk+1

after applying action uk in state xk. The
vector xk is obtained by applying a zero-order hold
discretization xk = x(kTs) with Ts the sampling time.
The reward function is defined by ⇢ : X ⇥ U ! R and
returns a scalar reward rk+1

= ⇢(xk+1

, uk) after each
transition. The goal of RL is to find an optimal control
policy ⇡ : X ! U by maximizing an expected cumula-
tive or total reward described as some function of the
immediate rewards expected. In this paper, we con-
sider a discounted sum of rewards. The value function
V ⇡ : X ! R,

V ⇡(x) =
1X

i=0

�ir⇡k+i+1

=
1X

i=0

�i⇢(xk+i+1

,⇡(xk+i)), x = xk (17)

approximates this discounted sum during learning while
following policy ⇡ where � 2 [0, 1) is the discount factor.

When dealing with large and/or continuous state and ac-
tion spaces it is necessary to approximate the value func-
tion and policy. Actor-critic (AC) algorithms [3,8] learn
a separate actor (policy ⇡) and critic (value function
V ⇡). The critic approximates and updates (improves)
the value function. Then, the actor’s parameters are up-
dated in the direction of that improvement. The actor
and critic are usually defined by a di↵erentiable param-
eterization such that gradient ascent can be used to up-
date the parameters. This is beneficial when dealing with
continuous action spaces [18].

In this paper, the temporal-di↵erence based Standard
Actor-Critic (S-AC) algorithm from [7] is used. Define
the approximated policy ⇡̂ : Rn ! Rm and the approx-
imated value function as V̂ : Rn ! R. Denote the pa-
rameterization of the actor by # 2 Rp and of the critic
by ✓ 2 Rq. The temporal di↵erence [17]:

�k+1

= rk+1

+ �V̂ (xk+1

, ✓k)� V̂ (xk, ✓k) (18)

is used to update the critic parameters using the follow-
ing gradient ascent update rule:

✓k+1

= ✓k + ↵
c

�k+1

r✓V̂ (xk, ✓k) (19)

in which ↵
c

> 0 is the learning rate. Eligibility traces
ek 2 Rq [17] can be used to speed up learning by includ-
ing reward information about previously visited states.
The update for the critic parameters becomes:

ek+1

= ��ek +r✓V̂ (xk, ✓k) (20)
✓k+1

= ✓k + ↵c�k+1

ek+1

(21)

3

Value function



Reinforcement learning paradigm

35

RL Controller Environment

Reward function

state

reward

action

✓Can result in very non-trivial (optimal) control laws
× Value function has no physical meaning
× Difficult to interpret the resulting policy 
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e

+

�

f

⌃

default

Port modeling

Domain e�ort (e) �ow (f )
mechanical
(translation)

force F [N ] velocity v[m/s]

mechanical
(rotation)

torque T [Nm] angular velocity ![rad/s]

electric voltage u[V ] current i[A]

magnetic current i[A] voltage u[V ]

thermal temperature T [K] entropy �ow dS[J/Ks]

hydraulic pressure p[Pa] volume �ow �[m3/s]

G. A. Delgado Lopes – SC����TU � | ��
Port represents the exchange of physical energy 
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⌃

H(x) Hamiltonian

J(x) Interconnection matrix

R(x) Damping matrix

default

Port-Hamiltonian systems

�e system

ẋ = (J(x)�R(x))
@H
@x

(x) + g(x)u

y = g

T (x)
@H
@x

(x)

with
•
x = (q, p)T

•
J(x) is a skew symmetric matrix denoted structure or
interconnection matrix

•
R(x) is a positive de�nite matrix denoted damping matrix

is called a Port-Hamiltonian system with dissipation

G. A. Delgado Lopes – SC����TU �� | ��

Ḣ(x)  y

T
u

Power-balance equation

Passivity inequality
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Learning 
Controller by 

interconnection
System

Reward

Learning control by interconnection

Jd(x), Rd(x) Hd(x)
Instead of specifying the controller in terms of a closed loop system with 
desired                          , and              we use a reward function!
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Algorithm 1 Energy-Balancing Actor-Critic

Input: System (1), �, �, ↵
a

for each actor, ↵
c

.
1: e

0

(x) = 0 8x
2: Initialize x

0

, ✓
0

, ⇠
0

,  
0

3: k  1
4: loop
5: Execute:
6: Draw �uk ⇠ N (0,�2), calculate action uk = & (⇡̂(xk, ⇠k, k) +�uk), �ūk = uk � ⇡̂(xk, ⇠k, k)
7: Observe next state xk+1

and calculate reward rk+1

= ⇢(xk+1

, uk)
8: Critic:
9: Temporal di↵erence: �k+1

= rk+1

+ �V̂ (xk+1

, ✓k)� V̂ (xk, ✓k)
10: Eligibility trace: ek+1

= ��ek +r✓V̂ (xk, ✓k)
11: Critic update: ✓k+1

= ✓k + ↵
c

�k+1

ek+1

12: Actors:
13: Actor 1 (Ĥ

d

(x, ⇠)): ⇠k + ↵
a,⇠�k+1

�ūkr⇠& (⇡̂(xk, ⇠k, k))

14: Actor 2 (K̂(x, )):
15: for i, j = 1, . . . ,m do
16: [ k+1

]ij = [ k]ij + ↵
a,[ ]ij

�k+1

�ūkr
[ k]ij

& (⇡̂(xk, ⇠k, k))
17: end for
18: end loop

Control law (33) becomes:

u(x, ⇠, ) = g†(x)F (x)

2

4
⇣
⇠T @�H(q)

@q

⌘T

+ @ ¯Hd(x)
@q �rqH(x)

0

3

5

� K̂(x, )gT (x))

2

4
⇣
⇠T @�H(q)

@q

⌘T

rpH(x)

3

5 (46)

and the actor updates can be defined for each parame-
ter according to (39)–(40). For underactuated mechan-

ical systems, i.e. G = [0 I]T , the split state vector z is
enlarged with those q-coordinates that cannot be actu-
ated directly because these coordinates correspond to
the zero elements of N(x), (i.e. the matrix Nq(x) is no
longer rank n̄).

6 Example: Pendulum Swing-up

To validate our method, the problem of swinging up an
inverted pendulum subject to control saturation is stud-
ied in simulation and using the actual physical setup de-
picted in Fig. 1.

The pendulum swing-up is a low-dimensional, but highly
nonlinear control problem commonly used as a bench-
mark in the RL literature [7] and it has also been stud-
ied in PBC [2]. The equations of motion admit (41) and

q

lp

Mp

u

Fig. 1. Inverted pendulum setup.

read:

⌃
p

:

8
>>>>>><

>>>>>>:

"
q̇

ṗ

#
=

"
0 1

�1 �R̄(q̇)

#"
rqH(q, p)

rpH(q, p)

#
+

2

4 0
Kp

Rp

3

5u

y =
h
0 Kp

Rp

i "rqH(q, p)

rpH(q, p)

#

(47)
with q the angle of the pendulum and p the angular
momentum, thus we denote the full measurable state
x = [q, p]T . The damping term is:

R̄(q̇) = b
p

+
K2

p

R
p

+
�
p

|q̇| (48)

for which it holds that R̄(q̇) > 0, 8q̇. Furthermore, we
denote the Hamiltonian:

H(q, p) =
p2

2J
p

+ P (q) (49)

6

Control goal:              swing up pendulum

Reward function:

We adopt the adjusted learning rate from [9] such that:

↵
ai,⇠ =

↵
ab,⇠

kcik2
, ↵

ai, =
↵
ab, 

kcik2
(62)

for i = 1, . . . , (N + 1)n with ↵
ab,⇠, ↵ab, the base learn-

ing rate for the two actors (Table 2) and ↵
a1,⇠ = ↵

ab,⇠,
↵
a1, = ↵

ab, to avoid division by zero for c
1

= [0 0]T .
Equation (62) implies that parameters corresponding
to basis functions with higher (lower) frequencies are
learned slower (faster).

6.2 Simulation

The task is to learn to swing up and stabilize the pendu-
lum from the initial position pointing down x

0

= [⇡, 0]T

to the desired equilibrium position at the top x⇤ =
[0, 0]T . Since the control action is saturated, the system
is not able to swing up the pendulum directly, but rather
it must swing back and forth to build up momentum to
eventually reach the equilibrium.

The reward function ⇢ is defined such that it has its max-
imum in the desired unstable equilibrium and penalizes
other states via:

⇢(x, u) = Q
r

(cos(q)� 1)�R
r

p2 (63)

with:

Q
r

= 25 , R
r

=
0.1

J2

p

(64)

This reward function is consistent with the mapping
S1 ! R for the angle and proved to improve perfor-
mance over a purely quadratic reward, such as the one
used in e.g. [7]. For the critic, we define the basis func-
tion approximation as:

V̂ (x, ✓) = ✓T�
c

(x) (65)

with �
c

(x) a 3rd-order Fourier basis resulting in 16
learnable parameters ✓ in the domain [qmin, qmax] ⇥
[pmin, pmax] = [�⇡,⇡]⇥ [�8⇡Jp, 8⇡Jp].

Actor 1 (P̂
d

(q, ⇠)) is parameterized using a 3rd-order
Fourier basis in the range [�⇡,⇡] resulting in 4 learnable
parameters. Actor 2 (K̂(x, )) is also parameterized us-
ing a 3rd-order Fourier basis for the full state space, in
the same domain as the critic. Exploration is done at ev-
ery time step by randomly perturbing the action with a
normally distributed zero-mean white noise with stan-
dard deviation � = 1, i.e.:

�u ⇠ N (0, 1) (66)

We incorporate saturation by defining the saturation

0 2 4 6 8 10
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95% confidence region for the mean
Mean
Max and min bounds

Fig. 2. Results for the EBAC method for 50 learning simu-
lations.

function (14) as:

&(uk) =

(
uk if |uk|  u

max

sgn(uk)umax

otherwise
(67)

Recall that the saturation must be taken into account in
the policy gradients by applying (37)-(38). The parame-
ters were all initialized with zero vectors of appropriate
dimensions, i.e. (✓

0

, ⇠
0

,  
0

) = 0.

The algorithm was first run with the system simulated
in Matlab for 200 trials of three seconds each (with a
near-optimal policy, the pendulum needs approximately
one second to swing up). Each trial begins in the initial
position x

0

. This simulation was repeated 50 times to
get an estimate of the average, minimum, maximum and
confidence regions for the learning curve. The simulation
parameters are given in Table 2.

Table 2
Simulation parameters

Simulation parameters Symbol Value Units

Number of trials � 200 -

Trial duration T
t

3 s

Sample time T
s

0.03 s

Decay rate � 0.97 -

Eligibility trace decay � 0.65 -

Exploration variance �2 1 -

Max control input u
max

3 V

Learning rate of critic ↵
c

0.05 -

Learning rate of P̂
d

(q, ⇠) ↵
ab,⇠ 1⇥ 10�10 -

Learning rate of K̂(x, ) ↵
ab, 0.2 -

8

e catch:                   not enough power to swing directly
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Fig. 3. Simulation results for the angle q (a, top), momen-
tum p (a, bottom) and the desired closed-loop Hamiltonian
H

d

(x, ⇠, ) (b) including the simulated trajectory (black
dots) using the policy learned.

Fig. 2 shows the average learning curve obtained after
50 simulations. The algorithm shows good convergence
and on average needs about 2 minutes (40 trials) to reach
a near-optimal policy. The initial drop in performance
is caused by the zero-initialization of the value function
(critic), which is too optimistic compared to the true
value function. Therefore, the controller explores a large
part of the state space and receives a lot of negative re-
wards before it learns the true value of the states. A sim-
ulation using the policy learned in a typical experiment
is given in Fig. 3a. As can be seen, the pendulum swings
back once to build up momentum to eventually get to
the equilibrium. The desired Hamiltonian Ĥ

d

(x, ⇠) (52),
acquired through learning, is given in Fig. 3b. There
are three minima, of which one corresponds to the de-
sired equilibrium. The other two equilibria are undesir-
able wells that come from the shaped potential energy
P̂
d

(q, ⇠) (Fig. 4a). These minima are the result of the
algorithm trying to swing up the pendulum in a sin-
gle swing, which is not possible due to the saturation.
Hence, a swing-up strategy is necessary to avoid staying
in these wells. The number of these undesirable wells is a
function of the control saturation and it is independent
of the number of basis functions chosen to approximate
P̂
d

(q, ⇠). The learned damping K̂(x, ) (Fig. 4b) is posi-
tive (white) towards the equilibrium thus extracting en-
ergy from the system, while it is negative (gray) in the re-
gion of the initial state. The latter corresponds to pump-
ing energy into the system, which is necessary to build
up momentum for the swing-up and to escape the unde-
sirable wells of P̂

d

(q, ⇠). A disadvantage is that control
law (56), with the suggested basis functions, is always
zero for the set ⌦ = {x | x = (0 + j⇡, 0), j = 1, 2, . . . }
which implies that it is zero not only at the desired equi-
librium, but also at the initial state x

0

. During learning
this is not a problem because there is constant explo-
ration, but after learning the system should not be ini-
tialized in exactly x

0

otherwise it will stay in this set. It
can be overcome by initializing with a small perturba-
tion ✏ around x

0

. In real-life systems it will also be less a
problem because there is generally noise present on the
sensors.

(a) P̂
d

(q, ⇠) (b) sgn
⇣
K̂(x, ))

⌘

Fig. 4. Desired potential energy (a) and desired damping (b)
(gray: negative; white: positive) for a typical learning exper-
iment. The black dots indicate the value of the respective
quantity for the simulation of Fig. 3a.

(a) sgn
⇣
˙̂
H

d

(x, )
⌘

(b) ˙̂
H

d,di↵

(x, )

Fig. 5. Signum of ˙̂
H

d

(x, ) (a) indicating posi-
tive (white) and negative (gray) regions and (b)
˙̂
H

d,di↵

(x, ) = sgn
⇣
˙̂
H

d

(x, )� ˙̂
H

d,sat

(x, )
⌘

indicat-

ing regions where ˙̂
H

d

(x, ) = ˙̂
H

d,sat

(x, ) (gray) and
˙̂
H

d

(x, ) 6= ˙̂
H

d,sat

(x, ) (white). Black dots indicate the
simulated trajectory.

6.3 Stability of the Learned Controller

Since control saturation is present, the target dynam-
ics satisfy (16). Hence, to conclude local stability of x⇤

based on (6), we calculate ˙̂
H

d

(x, ⇠) for the unsaturated

case (Fig. 5a) 3 and the saturated case ( ˙̂
H

d,sat(x, ⇠)) and
compute the sign of the di↵erence (Fig. 5b). By looking
at Fig. 5b, it appears that 9� ⇢ Rn : |x � x⇤| < � such

that ˙̂
H

d,sat(x, ⇠) =
˙̂
H

d

(x, ⇠). It can be seen from Fig. 5b
that such a � exists, i.e., a small gray region around the

equilibrium x⇤ exists. Hence, we can use ˙̂
H

d

(x, ⇠) around
x⇤ and assess stability using (6).

From Fig. 3b it follows that Ĥ
d

(x, ⇠) > 0 for all states

3 Fig. 5a is sign-opposite to Fig. 4b, which is logical, be-
cause the negative (positive) regions of K̂(x, ) correspond
to negative (positive) damping which corresponds to a pos-

itive (negative) value of ˙̂
H

d

(x, ⇠) based on (6).

9
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PH system

PH system

PH system
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Learning a new plan
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Automatic synthesis and sequential composition
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Induced graph
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Conner, Choset, Rizzi

Induced graphComposition
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Control Methods for Robotics - SC4240TU

In Control Methods for Robotics you will learn how to:

• Identify classes of robot models
• Synthesize control laws for nonlinear models
• Analyze stability of the closed loop behavior

is class will give an overview of the state-of-the-art in
model-based robot motion control.
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